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Abstract

Servers are an essential part of today's computing environments. High performance is one of
the critical requirements that the applications demand from servers. It is often found that the key
performance bottleneck on servers is the operating systems. We have investigated the commonly
encountered performance anomalies and found that they are due to the mismatches between
operating systems and the distinct characteristics of server applications. The characteristics
pose several scalability issues in operating systems. We discuss possible scalable solutions and
their trade-offs to support applications on servers efficiently.

1

Introduction

Mission-critical applications such as online transaction processing, financial packages, and manufacturing applications, that only run on mainframes before, run on servers today. High performance
is one of the critical requirements that the applications demand from servers as more and more
organizations depend on servers for their day-to-day operations. Furthermore, server performance
will be even more important because the current trends show that servers will become more ubiquitous and diversified in the future due to various driving forces, e.g. economic benefit to move
away from mainframes, demands from emerging areas such as multimedia, video-on-demand, etc.
However, in many cases the applications perform poorly on servers. There are many potential
performance bottlenecks. Sometimes, hardware deficiency such as system bus or cache mechanisms
is the bottleneck [6]. Nevertheless, it is often found that the key performance bottleneck is the
operating systems running on servers.
A simple example is desktop operating systems that are ported to run on servers. Although
servers may be viewed as powerful desktops with plenty of memory and disks, applications running
on servers are quite different from the ones on the desktops so that the ported operating systems
behave very poorly. Even with extensive tuning efforts, it is quite difficult to achieve satisfactory
performance. Careful investigation on applications and operating system performance is necessary.
The goal of this paper is to address what operating systems need to do in order to efficiently
support server applications. Obviously, there are many issues related to this subject, we would
not attempt to discuss them all in this paper. Rather, we investigated some of the commonly encountered operating system performance anomalies for server applications and present our findings
here. First, our experience shows that server applications have distinct characteristics. They can
be summarized with the following two observations.
1Admittedly, server is not a well-defined term. We use it as a generally-accepted t e r m which usually means a
system r u n n i n g a single o p e r a t i n g system,

166

Observation 1
On a typical server, it only runs a few related applications. In other words, each server is usually
dedicated to certain functions within an organization. Generally speaking, favorite applications for
servers today are file repository services through the Network File System (NFS), remote login,
and databases.
Observation 2
Despite only a few applications, there are a large number of instances of each application
running simultaneously on a server. The number could vary anywhere from several hundreds to
several thousands. Each instance of an application is normally implemented as a heavy-weight
process (in UNIX terms).
An example is the university environment where servers are used for rlogin and NFS. Another example is the commercial environment where database servers often connect to thousands
of front-end workstations/terminals for online transaction processing. The above characteristics
pose several scalability 2 issues in various parts of operating systems, among which we will cover
process management, virtual memory management, and high performance I/O in this paper. In the
following sections, we will discuss what the issues are, the possible solutions, and their trade-offs.

2

Process management

A key issue in process management for large servers is how to schedule thousands of processes
effectively. A typical operating system scheduler is based on fixed time quantums and priorities. It
blindly preempts processes when their time quantums expire. This type of preemptive scheduling
hurts performance of server applications by adding unnecessary context switches. For example,
server applications like databases use latches 3 to coordinate simultaneous accesses to shared data.
When a scheduler preempts a process holding a latch, the preempted process will be placed in the
end of the queue (by a round robin scheduling policy). When the next process in the run queue is
scheduled to run, it may also need to acquire the same latch to do useful work. In that case, the
process has to wait for the latch to become available and thus will waste its scheduling turns, which
introduces extra context switches. A desirable scheduling in this scenario would be not to preempt
the process holding a latch. However, schedulers have no information to make such an intelligent
decision.
Preemptive scheduling may also be unnecessary for server applications because they generally
involve frequent I/O operations. It is better to hold the preemption until the application voluntarily
gives up the CPU. Preemptive scheduler would just introduce additional context switches. However,
the dilemma is that operating systems still need preemptive scheduling to enforce fairness in a
general purpose server, i.e. to prevent compute-intensive programs from hogging CPU(s). To avoid
unnecessary context switches, scheduler needs the semantic information about applications and
2By scalability, we mean not only to scale up to multiple processors, but more importantly, to efficiently support
a large number of processes.
3Latch is an efficient mutual exclusion mechanism.
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their execution states. The question is how a scheduler gets such application-dependent information.
A few solutions have been proposed.
One is to use separate scheduling classes for applications. In [3], a scheduling problem was found
in multimedia applications and a new scheduling class was proposed to solve the problem. We also
used a scheduling class for a server application and observed that the performance improved quite a
bit. However, we also noticed a disadvantage of this solution as well. It degraded the performance of
similar applications. It would be desirable that a scheduling class can support a set of applications,
not just a single application. Another solution is to let scheduler and applications communicate
about the scheduling decisions. Potential mechanisms are signals in UNIX or upcalls in [1]. The
success of this solution would depend on the overhead of such mechanisms since scheduling decisions
have to be made very frequently.
As a different approach, user level thread can be used to reduce significant number of context
switchings inside the kernel. This solution allows application developers to implement their own
thread scheduler that can utilize application specific information to make more intelligent scheduling
decisions. However, without a major redesign of the applications this benefit can not be easily
realized. In addition, thread scheduler adds a layer on top of the process scheduler, which may
introduce extra overheads. Therefore, risk exists for a multi-threaded application to perform much
worse than its multi-process counterpart.
Another issue in process management is how to maximize parallelism inside the kernel. When
processes access kernel resources in parallel, the resources need to be protected by locks. The more
locks are used, the higher parallelism can be achieved. However, it adds more overhead too. Because
lock contention also varies with applications, each lock needs to be carefully examined. Locking
granularity is not technically interesting but practically very important for server performance.

3

Virtual Memory management

A key issue in virtual memory (VM) management is how to map a huge amount of VM for a large
number of processes. VM mapping requires mapping resources such as page tables. A common
design in VM systems is to a~ocate mapping resources per process because process is the unit of
protection domain. This design causes problems for server applications. Suppose that the size of
VM required for an application is 128M. Also assume that a mapping resource like page table entry
(PTE) maps 4K page and takes 4 bytes. Then for each instance of this application, the size of
required PTEs will be 128K. If a server needs to support 1000 instances of such an application,
the operating system will need at least 128M of memory for VM mapping. Note that this is not
just a hypothetical situation, Imagine video applications which mmap video files and serve many
clients. In fact, 128M VM requirement is relatively modest in commercial database servers, which
normally share much larger VM segments among processes.
In traditional operating systems like UNIX, page tables are statically allocated at boot time.
This means that at some point adding new processes overflows the pre-allocated page tables so that
processes have to steal page tables from other processes. We observed that this "page table stealing"
phenomenon significantly degrades performance on servers and that it happens even when there
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is enough physical memory available [7]. Note that this phenomenon may take place in window
systems where there are also many processes. Because only a few of them are active at a time, the
performance impact is much less significant. If mapping resources are allocated dynamically, this
phenomenon can be avoided, but per process allocation will still consume way too much physical
memory.
As a solution, we designed and implemented shared page tables. The idea is to share page
tables among processes for shared memory. It reduced page table requirements dramatically and
were able to avoid page table stealing. As a result, the servers were capable of supporting more
processes running at the same time with increased performance. Sharing page tables has other
advantages in addition to saving memory. When a page is freed, the VM system needs to check
all the PTEs that map,the page in order to maintain page table consistency. The more PTEs
point to the same page, the more time the VM system need to spend to maintain the consistency.
Sharing mapping resources simplifies this consistency checking. The implementation was done for
Sun SPARC Reference MMU [2], but we believe that the idea can be applied to other MMUs.
As a next step, we feel that we need a general mechanism to share mapping resources for servers.
The motivation is to benefit dyna.micaily-linked libraries and process texts. A potential mechanism
is copy-on-write. It is a very useful technique that is already used to share the pages for text and
data among processes. It would be interesting to apply copy-on-write to the address translation
layer. The granularity of sharing is expected to be smaller since a page is too big to share for page
tables.
Again, as discussed in process management, user level thread can be a sohltion. Since most of
these thousands of processes are instances of only a few applications, it appears that the demand on
the VM resource can be significantly reduced if those related processes are converted into multiple
threads that share a common address space. This is certainly true for applications like database
that share large virtual memory segments. However, it may not help applications like rlogin that
have very little VM sharing among different execution threads.
Another issue in VM management is whether a VM system needs to support multiple page
sizes [5]. Obviously using large pages like 64K will cut down the mapping resource requirements.
Furthermore, it will reduce the translation lookaside buffer misses because one mapping resource
(e.g., a P T E ) covers more address references. However, this will involve a major overhaul in the
VM system. Also there are still open issues like how to switch between large pages and regular
pages for different applications that need to be addressed.

4

High Performance I/O

A key issue in high performance I/O for servers is how to manage a large number of concurrent
I/O requests. Many I/O performance issues are related to hardware (e.g., memory system, bus
architectures, etc.) and firmware, which we will not cover in this paper. Instead, we will discuss
issues more related to operating systems, namely, file system performance and asynchronous I/O.
An issue in file systems is how to reduce the overhead of maintaining kernel buffers, including
overhead of extra copy from/to the buffers. Because server applications generate a large number
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of I/O requests, the file system overhead adds up and becomes a major impediment to high performance. This is why server applications prefer raw devices. A solution may require new I/O
interfaces because existing interfaces such as read() and write() would be difficult to avoid the
overhead due to their" semantics. Bypassing kernel buffers for file system operations would reduce
the performance gap with raw devices.
Another issue is how to speed up synchronous write in file systems. Synchronous write is known
to be slow since it has to update several data structures in the kernel as well as on the disks. But,
synchronous write is frequently used in server applications. For example, database transactions need
to flush their log into stable storage before they commit. Flushing the log requires synchronous
writes to disks, not to file system buffers. NFS write is another example. A potential solution is
to use logging as in databases to reduce disk latency. A log-structured file system (LFS) [4] uses a
log inside the file system to speed up random and sequential writes. However, server applications
transfer a small amount of data during synchronous writes and an LFS is not efficient for small
synchronous writes. Most database log writes are 2KB and typical NFS writes are 8KB. More
studies need to be done to support efficient small synchronous writes.
An important technique to achieve high performance I/O is asynchronous I/O. Asynchronous
I/O means that a process can issue I/O requests without blocking and gets notifications when they
complete. Asynchronous I/O is especially useful in server applications because it avoids context
switching and increases parallelism by allowing the process to proceed while I/O is being done.
It is also essential for multithreaded applications which do not use kernel threads. An issue in
asynchronous I/O is how to maximize the throughput of a large number of concurrent I/O requests.
Asynchronous I/O can be designed in a few different ways. A comparative study needs to be done
to find an optimal way to achieve maximal throughput.

5

Summary

The distinct characteristics of server applications pose various performance issues in operating
systems. In this paper we discussed the commonly encountered issues and possible solutions in
process management, virtual memory management, and high performance I/O. Although those
issues appear mostly on servers, they are generic problems caused by the non-scalable design of
operating systems. Solutions discussed in this paper attempt to improve scalability of operating
systems for servers.
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